Participants

Mark: We should include Wesley Saunders (undergraduate research assistant at Gonzaga University, who is working on the Protégé plugin) and Jay Kudo (undergraduate research assistant at Gonzaga University, working on ObsDB).

Other Collaborators

The SONet project has actively been collaborating with several research groups over the past year. 

We have work closely with the NSF-funded Semtools project, which is building extensions to the Morpho and Metacat metadata infrastructure for enabling semantic annotations of tabular data based on a core observation model and domain ontology extensions. Semtools is leveraging OBOE (the Extensible Observation Ontology) as a general-purpose observation model, which together with O&M and the EQ model, are forming the basis of the core model being identified within the SONet project. The tool development within Semtools has provided insightful and valuable feedback and suggestions for the further improvement of the core model. 

SONet has also collaborated with several domain-science research groups including members of the iPlant consortium, the vegetation-trait group (which includes members of TraintNet), and members of the Santa Barbara Coastal (SBC) Long Term Environmental Research (LTER) site. SONet has focused on developing use cases and ontologies for representing “field observations” (i.e., ontological descriptions of commonly used dataset attributes) with these various groups. 

SONet has recently formed a collaboration with the DataONE and DataConservancy NSF-funded DataNet projects to further define use cases within these projects that leverage the core observation model being defined within SONet. The goal of this collaboration is to further vet the core model and provide additional domain extensions relevant to important use case scenarios defined within these projects. 

SONet’s collaboration also includes following up the progress of OGC O&M standard through Flip Dibner, who remains on the voting membership of the O&M Standards Working Group at OGC. Through this collaboration, we are able to get quick update about the development of the OMXML Schema standardization process within OGC, and help assemble the data sources and tools related to working with real O&M observation data. (Huiping added this for Flip’s effort, Mark -- please double check)

SONet also continues the collaboration with Southeastern University Research Association (SURA) through co-pi Luis Bermudez, who helped draft the use cases related to coastal processes for SONet core model and lead the alignment of the OBOE model with the ISO/DIS 1916 graphical information – Observations and measurements model, and serve as a liaison with other projects such as the W3C Semantic Sensor Network incubator project and the Marine Metadata Interoperability Ontology Device activity. (Huiping added for Luis’ effort, Mark -- please double check.)
Activities and Findings 2009-2010

The major activities of SONet over the past year include hosting two workshops, further development of a SONet core semantic observation model, research and development of common terms used in specific domain-science communities, and initial prototype development and planning for SONet demonstration projects. 

SONet Workshops
SONet hosted two workshops at NCEAS in October 2009 and June 2010, respectively.  The first workshop was a 3-day meeting of approximately 20 participants including SONet PIs and others from various projects and institutions. The focus of this workshop was to develop an initial set of SONet use cases for interoperability as well as to begin discussions on forming a core observation model. A major outcome of the meeting was alignment between the OBOE and O&M observation models (O&M is an OGC standard, which is currently in the process of ISO standardization). Extensions were made as a result of the workshop to both the OBOE and O&M models to ensure compatibility between the two models (based on the new ISO version of O&M). In particular, O&M added a new construct for representing general contextual relationships between observations (which is an essential aspect of OBOE), and OBOE added further support for modeling observation collections, e.g., for defining the semantics of time series and coverage datasets (based on the support provided for these collections within O&M). Three primary use cases were also developed for SONet that focused on current challenges in urban ecology, marine science, and citizen science.  These use cases may become part of a future “interoperability challenge” for better understanding the differences between existing observation-based approaches (similar to the set of provenance challenges that have occurred over the last 4 years within the scientific workflow community).

The second workshop was a 2.5 day meeting hosted at NCEAS that consisted of 7 participants from the SONet, Semtools, and TraitNet projects. This workshop focused on progress towards the SONet observation model, modeling patterns to be used for field observations within the model, and initial development of a domain-specific ontology for plant trait datasets (which involved identifying and defining a number of semantic descriptions of standard plant-trait attributes defined in example datasets). Also discussed were recent advances in SONet demonstration projects, including algorithmic aspects of query processing over the OBOE model, and incorporating scientist-oriented collaborative ontology editing tools (for defining semantic descriptions of common observations). 

Recently, SONet members also participated in an initial meeting to start a Joint Working Group on Observational Data Models and Semantics, which was located at the Ornithology Lab at Cornell University. This meeting included members of the DataConservancy and DataONE projects.  We anticipate additional meetings involving SONet participants as part of the Joint Working Group.

SONet Core Observation Model
As part of our effort towards developing the SONet core observational model, we have analyzed a number of existing models that have been developed to describe observational data across earth and environmental science communities. Over the past year, we have primarily focused on comparing OBOE, O&M (OGC), and the Entity-Quality (EQ) models, which aim at providing general solutions to describing observations (as opposed to approaches targeted at a single domain). As described above, this effort led to a closer alignment between OBOE and the forthcoming ISO version of O&M. We have also performed an initial comparison of these models with the EQ model, which is primarily focused on describing commonly used qualities (where a quality is defined in EQ roughly as the combination of a measured property together with a nominal/labeled value) within the genomic and phylogenetic communities (although EQ may have potential for general use in other domains). The primary existing use of EQ is by the PATO (Phenotypic) ontology, which is one of the accepted ontologies available within the OBO Foundry.  PATO primarily adopts the ideas introduced in EQ, since EQ is closer to a specification of a structure than an actual model. We anticipate further comparison of these models as well as additional models (e.g., UNIDATA, VSTO, SERONTO, and others) as part of both the SONet effort and through the Joint Working Group established with the Data Net projects described above (the latter focusing on a broader comparison of models, including domain-specific ones). 

In addition to an analysis and alignment of exiting models, we have also made a number of additional changes to the OBOE model as part of SONet. We are currently using OBOE as a provisional core observation model for SONet, but anticipate that the SONet core model will be further developed and refined based on additional analysis and comparison of other models, and through our continued use case development activities.  One reason for using OBOE as the provisional model is that it is defined explicitly using OWL-DL, is closely aligned with O&M, can more easily facilitate alignment with other OWL-based observation and domain models, and allows the use of OWL tools directly within SONet demonstration projects (e.g., Jena, the OWL-API, Pellet, etc.). 

Within SONet, we have also begun development of ontologies that are compatible with OBOE for plant traits and common measurements used in the marine science research carried out through the SBC LTER.  These ontologies are being developed with domain-science research groups (see above). We anticipate continuing and expanding these activities as well over the coming year.

SONet Demonstration Projects
Over the past year we have focused on SONet demonstration projects for enabling scientists to create semantic “field observations” (ontology-based descriptions of common measurements) and for managing observational data represented within the OBOE observation model. The latter includes prototypes for data discovery, querying, and the use of simple exploratory data analysis over heterogeneous observational data. One advantage of using a core observation modeling approach is that by registering data sources to the core model it becomes possible to access these sources directly through the core model (as opposed, e.g., to determining the format and schema of each source individually and then posing queries against these sources, etc.). This is a major advantage for enabling interoperability across systems and providing general services for using a wide range of structurally heterogeneous observational datasets.  The Semtools project has further extended these capabilities recently by developing an interface and annotation language targeted at registering tabular data sources (marked up in EML) to domain-specific ontologies that are compatible to the OBOE model. This results in a formal specification of how to represent an underlying tabular dataset as a common observation data structure (which can be represented, e.g., as a set of RDF triples).  

Semantic Annotation Support. One of the main deliverables within the SONet demonstration project this year is an algorithm and prototype implementation of an application that can take as input a tabular dataset and convert it according to the semantic annotation into a database of observations (where the database has a generic, unified observation schema). This database can contain observations from many sources and can be queried directly (thus enabling structural integration). This prototype allows queries to be expressed (in a fragment of the language described below) and performs a number of optimizations for querying datasets. These optimizations are targeted at making the approach feasible and scalable. We have developed two query evaluation strategies: one strategy queries datasets in place by rewriting observation queries into queries over the underlying data sources; and another strategy in which all data is converted to a “data warehouse” that follows a generic observation based on the OBOE model. We have further performed an experimental evaluation of the approaches using a corpus of 1,000 (synthetically generated) datasets, each with approximately 25 attributes and 5,000 rows of data. From these experiments, we are confident that our optimization approaches can reasonably handle a larger number of datasets. Our goal over the coming year is to further extend this approach to support more types of underlying sources (such as observations recorded via O&M and those employed by other systems that provide observational data) and to explore additional optimization approaches as needed. 

Declarative Observation Query Language (ObsQL). In addition, we have defined a preliminary high-level, declarative query language (called ObsQL) within SONet for finding relevant datasets and for accessing observations within datasets. As a simple example, the following expression

(Tree$t[Height$h < 15 Meter, DBH$d], Soil$s[Acidity$a]) -> Plot$p -> Site$i
specifies a query for tree and soil observations (where Tree and Soil are terms drawn from a domain ontology) and corresponding measurements (tree height in meters, tree diameter, and soil acidity, which are again terms drawn from an ontology) that occur within the context of a plot and site observation. This type of query might be issued, e.g., by a researcher interested in carrying out a synthetic analysis relating to tree allometry with respect to soil conditions. Queries expressed using this language can be used for a number of purposes. For instance, the query can be used to issue a “data discovery” search, in which a scientist wishes to obtain datasets that contain matching observation patterns. Alternatively, the query can be used to select observations from within datasets that match this pattern, where optional variables used within a query expression (e.g., $t, $h, etc.) can be used to access individual observations and measurements within the query result. A key motivation for defining a high-level language such as ObsQL is that it provides an implementation-agnostic specification for querying observational data (with respect to a core model). This permits for a variety of underlying implementations, including implementations in SPARQL as well as SQL.  Our aim is to formalize, extend, and refine the preliminary version of ObsQL over the coming year.

A System for Managing Observational Data (ObsDB). We have also developed a prototype system (called ObsDB) for managing observational data materialized and stored according to the core observation model. The ObsDB prototype currently provides support for loading domain ontologies, storing materialized observational data (serialized as RDF triples, where each dataset is stored in a separate “collection”), and executing ObsQL queries over different collections. The ObsDB system is implemented as a software layer over a relational database system (currently Apache Derby) where ObsQL queries are converted to underlying SQL queries. The result of ObsQL queries are also stored as collections, which can be further used within ObsDB. Given a query result, ObsQL query variables can currently be used to do simple exploratory analyses. For instance, using the above query as an example, it is possible to determine the number (i.e., a count) of tree observations per plot (count $t by $p), the range of height values (range $h), the average tree dbh per site (average $h by $p), and so on. In the current ObsDB prototype, we have also developed an approach for leveraging scripts written using the R system to be applied over ObsQL query results. This is performed by internally converting query results to R data frames, and allows, e.g., for graphing variables and running more complex analytical routines over query results.  We intend to further develop the ObsDB prototype, including introducing the query optimization approaches described above into the system.

Protégé Plugin for Creating Semantic Field Observations. As part of the SONet demonstration projects work, we have also developed an initial prototype of a Protégé plugin that allows users to more easily and quickly develop OBOE compatible domain ontologies (see Figure 1). The plugin provides a new Protégé tab (and corresponding frame) that supplies a form that a user can fill out depending on the type of ontology term the user is creating (e.g., an entity, a characteristic, a measurement unit, a measurement protocol, or a measurement type). The information entered into the form is then converted by the plugin into appropriate OWL-DL axioms for the term being created. This considerably simplifies the task of a domain scientist trying to describe their standard measurement attributes using OWL, since it does not require an understanding of how to formulate various DL axioms (which is challenging for most users, especially to do correctly). The plugin also captures and exposes standard “design patterns” for OBOE, which overall simplifies the task of the user. We intend to continue to develop and extend the plug in within the coming year. This will include distribution of the plug in through the Protégé OSGi framework. In addition, we are considering developing a similar application that can be deployed on the web that would provide form-based functionality and allow for collaborative ontology editing and development. 

Outreach Activities

Outreach activities for the project have principally been through SONet workshops, through a number of presentations and meetings attended by SONet participants, and through papers reporting on findings through the SONet and Semtools projects. 

Papers
Huiping Cao, Shawn Bowers, Mark Schildhauer, Matt Jones, Ben Leinfelder, Margaret O’Brien. A Semantic Annotation Framework for Retrieving and Analyzing Observational Datasets. International Workshop on Exploiting Semantic Annotation (ESAIR), in conjunction with CIKM, 2010, to appear.

David Thau and Shawn Bowers. Best Effort Data Exchange of Taxonomically Organized Data. International Workshop on New Trends in Information Integration (NTII), in conjunction with ICDE, 2010.

Shawn Bowers, Joshua S. Madin, Mark P. Schildhauer: Owlifier: Creating OWL-DL ontologies from simple spreadsheet-based knowledge descriptions. Ecological Informatics 5(1): 19-25, 2010.

David Thau, Shawn Bowers, Bertram Ludäscher: Merging Sets of Taxonomically Organized Data Using Concept Mappings under Uncertainty. OTM Conferences (2): 1103-1120, 2009.

Chad Berkley, Shawn Bowers, Matthew B. Jones, Joshua S. Madin, Mark Schildhauer: Improving Data Discovery for Metadata Repositories through Semantic Search. CISIS: 1152-1159, 2009.
Presentations

Mark Schildhauer presented a poster for SONet at the winter AGU meetings, San Francisco in December 2009.  

Mark Schildhauer presented a poster about SONet at an NSF-sponsored workshop for "Environmental Cyberobservatories" in Boulder Colorado in May 2010. 

Meetings

Luis Bermudez presented the SONet effort in OGC TC meeting in Mt. View, Google December 2009.

Mark Schildhauer, Shawn Bowers, Matt Jones, Huiping Cao presented the SONet effort in the “Observational Data Models and Semantics” meeting at Cornell, Ithaca, July 2010. 

Mark Schildhauer presented the SONet effort in the “what??” meeting at Wood's Hole, July 2010. 

Huiping added the presentations and meetings, Mark -- please double check
Contributions within discipline

Mark – Please fill this in … 

The work be performed through SONet has the potential to contribute to a wide range of scientific domains. First, the observational core model ant the guiding practices in creating domain ontologies can help domain scientists create their ontologies in a more formal and consistent manner. Second, the common terms we collected through collaborations with other scientists provide scientists in those domains a very comprehensive perspective. Third, the formalized observation and measurement (OM) queries can help scientists represent analysis queries much easier. Fourth, the complex analysis of querying algorithms to answer the given OM queries helps computer scientists decide which query strategy is more effective to answer such queries. 
Special Reporting Requirements

Mark – please fill in this: About the funding expense. Anything here?  
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Figure 1: Screen shot of the Protégé plug in being developed to enable more rapid and simplified development of OBOE-compatible domain ontologies by scientists. The plug in consists of a number of forms that can be filled in by users, which then produces the corresponding DL equivalence and subset axioms. 
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Figure 2. The components of our semantic-search framework including relational data, EML-based metadata, semantic annotations based on OBOE, and OBOE domain-ontology extensions.
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Figure 3. Example annotations demonstrating more precise search results for observation-based structured query.
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